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Glossary

AlexNet A deep convolutional neural network model that won the 2012 ImageNet Large-Scale
Visual Recognition Challenge, beating the competition by 10% (Krizhevsky et al., 2012). This
achievement convinced many researchers to use convolutional neural network-based models
for computer vision.

Annotation The process of providing data with additional information about its contents,
usually by labeling or describing the data.

Attributive adjective Adjective that is used in the prenominal position (the good book) rather
than postnominal (the book is good).

Attention mechanism Part of sequence modeling neural networks that learns ‘where to look’
in the input data for every step in the generation process.

Bias tendency to describe one social group (e.g. black people) di�erently than another social
group (e.g. white people), even though both groups are comparable, and there isn’t a particular
reason to treat the groups di�erently.

BLEU An n-gram based sentence similarity metric, commonly used to evaluate machine
translation and image description systems.

Bounding box A set of coordinates (usually forming a rectangle) that enclose an object or
entity in an image.

CIDEr Stands for Consensus-based Image Description Evaluation Vedantam et al. (2015).
This n-gram-based metric compares the generated description with the reference descriptions,
discounting popular words (using TF-IDF).

Clustering The process of ordering a collection of data points into groups. Examples of
clustering algorithms are k-nearest neighbour (grouping data points into k clusters based on
their proximity to each other) and the Louvain method.

Competence-Performance distinction Distinction drawn by Chomsky (1965) between lan-
guage behavior (performance), and language as a cognitive system (competence). Chomsky
argued that linguistics should focus on the latter, in analogy to physicists studying (idealized)
models of reality rather than reality itself. The goal of linguistics, then, is to find a grammar
model that is able to generate all and only possible sentences of a given language.

Computational linguistics The branch of linguistics that uses computational approaches to
study and model natural language.

Consciousness-of-projection terms Words that indicate the certainty that an observer has
about their interpretation of a particular situation. For example: apparently, appear, appears,
certainly, clearly, definitely.

Convolutional Neural Network (CNN) A type of (deep) neural network that is specifically
designed to take two-dimensional data (usually images) as input. CNNs are often used to
extract image features that are useful for further computation.
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186 Glossary

Corpora Plural form of Corpus.

Corpus A (large) body of data. This work mainly uses corpora of annotated images.

Crowdsourcing Outsourcing small jobs to online crowd workers, through services like Me-
chanical Turk, Crowdflower, or Prolific. Often used for online surveys and annotation tasks.

Crowd workers People who carry out crowdsourcing tasks. Anyone can register an account
with a crowdsourcing platform and do these jobs from their home.

Deep learning Machine learning with neural networks containing many hidden layers. The
size of these models means that they have a large amount of connection weights, and the
optimization of these weights requires large amounts of data.

Description specificity The level of specificity for a particular description. Descriptions with
narrower terms (e.g. labrador) are more specific than those using broader terms (e.g. animal).

Diversity The amount of variation in a corpus. This thesis recognizes two subkinds: local
and global diversity.

Downstream task A downstream task is a task that depends on systems or models trained for
another, more basic task.

Error analysis The process of identifying the mistakes that a system makes, and ordering
those mistakes into coherent subgroups. This categorization reveals the distribution of the
di�erent kinds of errors, so that we know (if we used a representative sample) which errors
occur most often, and which occur less frequently.

Eye-tracking Measuring human participants’ eye movements, as they are looking at a com-
puter screen.

Feature extractor A system that produces meaningful representations for some input.

Feature vector A vector representing important features for some relevant input, that are
useful for further computation.

Flickr8K Image description corpus, consisting of 8000 images, with 5 descriptions per image
(Hodosh et al., 2013).

Flickr30K Image description corpus, consisting of 30,000 images, with 5 descriptions per
image (Young et al., 2014). This corpus is also provided with entity annotations.

Free-viewing Watching di�erent images without any objective.

Generative Adversarial Network (GAN) GANs are pairs of networks that are trained by
having them compete against each other. The Generator network tries to produce realistic
(or human-like) output, while the Discriminator network tries to distinguish between actual
examples and generated examples. Researchers are usually interested in the former network.

Global diversity Variation computed over a whole corpus of image descriptions, rather than
on an image-by-image basis.

Global recall The amount of di�erent word types that are produced by an image description
system, relative to the amount of di�erent types produced by humans.

Iconography The second level of Panofsky’s meaning hierarchy: giving a more specific
description of the image, also using information about the historical and cultural context in
which the image was produced.
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Iconology The third level of Panofsky’s meaning hierarchy: interpreting the image, establish-
ing its cultural and intellectual significance.
Image features One or more feature vectors that represent the contents of an image.
Image specificity The amount of variation (in image descriptions) that is elicited by an image.
Specific images lead to a lower diversity in the associated descriptions.
Linguistic bias A bias in language use that is visible through the distribution of terms used to
describe entities in a particular category, as compared to entities from an a priori comparable
category (e.g. black versus white people).
Local diversity The variation in image descriptions generated for one specific image.
Local recall The amount of di�erent word types that are produced by an image description
system for a specific image, relative to the amount of di�erent types produced by humans for
that same image. Words that are used by multiple annotators can be said to have a higher
importance than words that are only used by a single annotator.
Long Short-Term Memory (LSTM) A type of recurrent neural network that is better at
capturing longer dependencies within a sequence. Since natural language is full of such
dependencies (e.g. verb agreement), LSTMs are a popular choice to model sentences (either
as sequences of words or as sequences of characters).
Louvain method A network clustering method developed by Blondel et al. (2008).
METEOR Metric for Evaluation of Translation with Explicit ORdering. An n-gram based
similarity metric that is used to evaluate automatic image descriptions (Banerjee and Lavie,
2005; Denkowski and Lavie, 2014). It is similar to BLEU and ROUGE but adds the ability to
match synonyms and paraphrases, using WordNet and a paraphrase table.
Mean-segmental type-token ratio (MSTTR) The mean Type-Token Ratio (TTR), computed
over multiple windows of a fixed number of tokens (typically 100 or 1000).
Multitask learning (MTL) A machine learning strategy to use training signals from multiple
(related) tasks to make a model generalize better on a particular task, through the use of shared
representations between tasks.
Multilayer perceptron (MLP) A neural network with at least three layers: an input layer,
one or more hidden layers, and an output layer
MS COCO A large collection of images annotated with 5 descriptions per image, and labels
for 80 object categories.
Natural language generation (NLG) A subfield of natural language processing that is con-
cerned with the production of natural language.
Natural language processing (NLP) A branch of computer science and artificial intelligence
that aims to build systems to process natural language.
Negation Expression signaling that something is not the case.
Neural Network A machine learning approach based on artificial neurons that are connected
to each other (loosely inspired by the human brain). Information flow between the neurons
is modulated by weights that determine how strongly the signal from one neuron should be
transmitted to another. Neural networks can be trained by using example Öinput, outputã pairs,
and optimizing the weights in such a way that the result for a particular input is close to the
expected output.
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Of/About-distinction Distinction between what a picture is Of and what it is About. Shatford
(1986) argues that the first two levels of Panofsky’s meaning hierarchy consist of these two
aspects. At the pre-iconographic level, Of corresponds to the factual properties of the image,
and About corresponds to the expressional properties. At the iconographic level, we can say
that an image is Of specific objects and events (possibly using their proper names), and About
mythical beings and symbolic meanings.

Panofsky’s meaning hierarchy A distinction between three levels of understanding, origi-
nally developed by Erwin Panofsky (1939) in the context of renaissance paintings, but now
more broadly applied. The three levels are: pre-iconography, iconography, and iconology.

Perspective-taking Deciding how to frame the description of a particular situation.

Pragmatics The study of how language is used, and how that use provides utterances with an
additional layer of meaning.

Pragmatic gap The gap between what is visually identifiable in an image, and what people
choose to report about the image. This is related to content determination in the classic Natural
Language Generation pipeline Reiter and Dale (1997).

Pre-iconography The first level of Panofsky’s meaning hierarchy: giving a low-level descrip-
tion of the contents of a picture (factual description), and the mood it conveys (expressional
description).

Production-viewing Watching di�erent images without the objective to produce image de-
scriptions.

Propositional Idea Density (PID) the average number of propositional ideas per word in a
text (Turner and Greene, 1977). It is believed that written language has a higher PID than
spoken language; fewer words are used to express the same amount of ideas.

Pseudo-quantifier A word that is “loosely indicative of amount or size” (DeVito, 1966), such
as: few, lots, many, much, plenty, some and a lot.

Recall Amount of items that are retrieved, relative to a set of relevant words that could have
been retrieved.

Recurrent Neural Network (RNN) A type of neural network that not only produces an out-
put vector, but also passes information to itself from one time step to the next. This makes
RNNs useful to model sequential information.

ROUGE Recall-Oriented Understudy for Gisting Evaluation (Lin, 2004). An evaluation
metric that computes the extent to which the hypothesis overlaps with the references, using
a recall-based approach. In other words, ROUGE asks: how much of the information in the
references is also captured by the hypothesis?

Self-reference terms Words like I, me, and my that refer to the speaker.

Semantic gap the di�erence in the amounts of information that people and machines can
extract from an image.

Shared task A competition for researchers to build a system to perform a particular task
(developed by the organizers). All teams run their system on the same data, so that they can
compare their results and see which techniques perform best on the task.

SPICE Semantic Propositional Image Caption Evaluation, an evaluation metric proposed
by Anderson et al. (2016). The di�erence between SPICE and other metrics is that SPICE
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converts the reference descriptions into a scene graph, and uses this graph (rather than textual
similarity) for the evaluation.

Stereotype Ideas about how other (groups of) people commonly behave, what properties they
tend to have, and what they are likely to do. These ideas guide the way we talk about the world.

TER Translation Edit Rate. An metric for machine translation evaluation, proposed by Snover
et al. (2006).

TF-IDF Term frequency–Inverse document frequency. This is a measure of term importance.
Term frequency refers to the number of times a term occurs in a document. Inverse Document
Frequency was proposed as a measure of informativeness by Karen Spärck-Jones (1972), who
observed that terms that occur in all documents do not provide any distinguishing information.
TF-IDF is used in the CIDEr metric to give more importance to informative words, in the
evaluation of image descriptions.

Three waves of AI The idea that the development of Artificial Intelligence is coming in waves.
The earliest wave was based on rule-based systems, followed by a wave of statistical learning,
and we are now awaiting the third wave of context-sensitive systems that are able to explain
their decisions.

Token An instance of a word or n-gram.

Tri-level hypothesis The hypothesis (by David Marr) that a full description of any cognitive
system requires an explanation at three levels:
1. The computational level: what problem is the system solving?
2. The algorithmic level: how does it actually solve the problem?
3. The implementational level: how is this algorithm physically realized?

This hypothesis makes the assumption that cognition is information processing, a key assump-
tion that stems from the Cognitive Revolution in the 1950s.

Type A word or n-gram. Types can be opposed to tokens, which are specific instances of
words or n-grams.

Type-Token Ratio (TTR) The number of Types, divided by the number of Tokens. Compare
with the Mean-Segmental Type-Token Ratio.

Unwarranted inference An inference that is plausible given the situation, but that is not
justified by the facts at hand.

Vector A mathematical object that you can think of as a list of numerical values, that can be
used to represent the meaning of words or the contents of an image in a high-dimensional
vector space.

Vector space Formally, a collection of vectors. We can reason about the meaning of words in
terms of word vectors that are embedded in a high-dimensional ‘meaning space’. Reasoning
takes place by performing mathematical operations using the vectors in this space. The most
famous example is the analogy man is to woman as king is to . . . (queen). Mikolov et al. (2013b)
have shown that the vector spaces generated using the word2vec algorithm allow us to solve
this analogy by computing:

���
king �

���
man +

������
woman. The result of this operation is a vector that

is close to the embedding of queen.

VGG An image classification model from the Visual Geometry Group at the University of
Oxford. The model was published by Simonyan and Zisserman (2015), and has been used in
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automatic image description for the internal representation that it builds up as it tries to classify
an image. This representation can also be used as an input for image description systems, to
condition the language model used to generate the descriptions.

Word Mover’s Distance (WMD) Word Mover’s Distance is a measure of document similar-
ity, developed by Kusner et al. (2015). It was repurposed as an image description evaluation
metric by Kilickaya et al. (2017).

WordNet A database that organizes lemmas through lexical relations between synsets (syn-
onym sets). Examples of relations are hyponymy (��� is a kind of ������) and antonymy
(��� is the opposite of ����). The best-known wordnet is Princeton WordNet Fellbaum (1998),
but there are also other wordnets, such as Open Dutch WordNet (Postma et al., 2016b) and
GermaNet (Hamp and Feldweg, 1997).


